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Is AI shaping a new type of Mathematics?





Timeline
1 August 

• Ten mathematical and theoretical-computer-science results, with Lean proofs.
8 September 

• Navier–Stokes announcement, using a large multi-agent campaign.
6-7 October

•  Broad manuscript collection, followed by withdrawals, corrections and 
additional formalizations.

15 October 
• Announcement of $5 million for a Simons Foundation initiative supporting 

mathematical understanding.
26 October 

• Two new manuscripts: local smoothing and the Exponential Time Hypothesis



https://github.com/openai/math 

• 721 manuscripts across 373 problem families.

• 3 withdrawals. Formalization approximately 42%

https://github.com/openai/math


Estimated scale



• Understand the principles of mathematical reasoning
• Linguistics and inference

• Exemplify contemporary methods for AI-based mathematical 
reasoning.

• Neuro-symbolic perspective
• Architectural & evaluation  paradigms 

• Application areas
• AI4Science
• Controlled reasoning

Today

Questions and comments at anytime please.



What is a mathematical proof?



Truth

What makes the statement true?

Compare accounts based on reality, coherence 
and construction.

Justification

Why are we entitled to believe it?

An argument or reliable method provides 
grounds for belief.

Proof

What establishes the conclusion?

A construction or derivation meets the 
relevant standards.

Explanation

Why does the result hold?

The argument reveals the relation that makes 
it necessary.

What is a mathematical proof?



Conceptualizations over mathematical proofs



Conceptualizations over mathematical proofs



c. 300 BCE Euclid: Elements I.1

Oliver Byrne’s 1847 English edition · Proposition I.1

A diagram guides the argument with definitions and 
common notions justifying it.



1637 Descartes · La Géométrie

AB = 1     DE ∥ AC
BE / BC = BD / BA
BE = BD × BC

Original French edition · p. 298 · BnF / Gallica

1

Connects geometrical and algebraic equivalences



1821 Cauchy: Cours d’analyse

Original French edition · p. 35 · ETH Zürich / e-rara

Mature algebraic notation, additional concepts added (continuity)



1879 Frege: Begriffsschrift

Original German edition · §6, p. 7 · SUB Göttingen

The logical form of the inference step becomes an object of exact notation.



1931 Gödel: On formally undecidable propositions

Original German paper · p. 187, definitions (5) - (8)

Proof itself can be studied mathematically, and formal systems have limits.



1984 Martin-Löf: Intuitionistic Type Theory

Lecture text · p. 25 · modern retypesetting

A proof can be a construction with computational content.



1976 → 1997 Robertson, Sanders, Seymour & Thomas

A smallest counterexample
must contain a listed configuration
but cannot contain any of them.

The Four-Colour Theorem · 1997 author manuscript

1 Reduce an infinite claim

Assume a smallest planar graph that cannot be 
coloured with four colours.

2 Make cases unavoidable

Every such counterexample must contain one of 
633 configurations in this proof.

3 Check reducibility

Computer checks establish that each 
configuration permits reduction to a smaller 
case. Contradiction.

A mathematical reduction makes a finite 
computation decisive.



2005 → 2008 Gonthier: Formal Proof - The Four-Color Theorem

Theorem four_color :

(m : map R),

simple_map m → map_colorable 4 m.

Author’s exposition, 2008 · p. 1388, Figure 3 · Notices AMS

The same theorem now comes with a machine-checked formal derivation.



Proof perspective



Notational perspective



Foundationalism Coherentism

Some beliefs have basic warrant. Beliefs gain support through their 
relations.

First principles

Derived claims

Conclusions

Belief A Belief B

Belief C Belief D

Where does inferential support begin?
Do the parts reinforce or contradict each
other?

What do we agree on?



Within a theory When evaluating the theory

Which axioms and rules 

license this conclusion?

Why choose these axioms 

and this interpretation?

Inspect the derivation.

Check the construction.

Verify each dependency.

Consider explanatory power.

Compare connections and applications.

Examine coherence and alternatives.

An axiomatic proof and a broader network of justification can coexist.



Proof objects
• Mathematical argument
• In order to establish a truth assessment
• NL + mathematical notation
• Conceptualization and notation evolves in time

• Facilitate computation

• Explicit assumptions, definitions
• Constructed in a way to elicit relations between mathematical objects
• Normatively organized

• Wrt representation and inference operations

• Dialogues with background knowledge
• Foundationally & coherently

• Possibly with a formal representation
• Which can be mapped to a computational framework



Language & Reasoning



C₀: “Taxation is theft.”

π₀  Initial premise

Taxation requires payment without an 
individual opt-out.

Theft also involves taking another’s property.

δ₀  Implicit definition

Any taking of property without individual 
consent counts as theft.

π₀ + δ₀ ⊢ C₀     The inference depends on the proposed definition.



δ₀ becomes more precise

Δ  Refined definitions

δ₁  Theft: wrongful appropriation of another’s 
property.

δ₂  Coercion: compliance through force or 
threatened sanctions.

δ₃  Theft vs coercion distinguished

Coercion alone does not establish theft.

π₀ + Δ ⊬ C₀     Lack of consent alone no longer establishes theft.



π₀: Compulsion becomes explicit

π₀  Individual choice

A person cannot opt out of a tax obligation 
merely by disagreeing.

Noncompliance can trigger sanctions.

δ₄, δ₅  Distinct forms of agreement

δ₄  Individual consent: a person’s agreement.

δ₅  Collective authorization: a community’s 
procedure for binding rules.

C₁: A compulsory transfer can have collective authorization.



π₁: The institutional context

π₁  Assumed authorization

Consider a tax enacted through a legal, 
democratic process.

Representatives decide under public rules, 
with accountability and routes for challenge.

Γ₁  Context expanded

Γ₁ = Δ ∪ {π₀, π₁}

Authority and procedure become relevant. 
Legal authorization alone does not settle moral 
legitimacy.

C₂: The question becomes whether this compulsory transfer is justified.



π₂: Common benefits enter the argument

π₂  Assumed public benefit

Contributions help fund shared infrastructure 
and services.

Residents can benefit through access to roads, 
sanitation and public institutions.

Γ₂  Context expanded

Γ₂ = Γ₁ ∪ {π₂}

Does provision deliver the benefit?

Who benefits, who pays, and what alternatives 
exist?

C₃: Assess compulsion together with public benefits and burdens.



Σ: Value commitments become explicit

σ₀  Principle of minimization

Compulsory burdens require justification.

Among policies meeting the stated public 
commitments and fairness conditions, prefer 
the lower tax burden.

σ₁, σ₂  Commitments retained

σ₁  Sustain justified public provision.

σ₂  Respect rights, fair burdens and democratic 
accountability.

Σ = {σ₀, σ₁, σ₂}     The policy conclusion needs these value commitments.



Γ: “Minimize” acquires conditions

T(p)  Objective

Minimize T(p) over p ∈ ℱ(Γ).

T(p) is the compulsory tax burden under policy p.

ℱ(Γ)  Feasible policies

Adequate funding for agreed provision.

Authorization, rights and fair burdens.

Efficiency and other revenues assessed.

Γ = Δ ∪ Π ∪ Σ, with Π = {π₀, π₁, π₂}. These premises constrain the choice.



C*: Revisiting the conclusion

C₀  Original judgment

“Taxation is theft.”

A single shared feature carried the argument.

Γ  Refined basis

Δ  Refined definitions
Π  Compulsion, authorization, benefits
Σ  Minimization, provision, fairness

Γ ⊢ C*: Under these commitments, minimize taxation while sustaining justified, democratically 
agreed public provision under fair and efficient arrangements.

implicit explicit

Transitions from material to formal inference





Model

Output: instability

Figure credit: Lara-Benitez et al., 2020

Transformers, LLMs & Reasoning

Input: Loss of BRCA2 may cause increased genomic ...

Semantic & discourse relations Material (content-based) inferences



Underlying 
geometry

Specialized and expressive latent semantic 
subspaces specialized and expressive (multi-
head attention).

Attention circuits that coordinate (mostly 
material) inferences.

Model

Output: instability
Sn

Figure credit: Lara-Benitez et al., 2020

Transformers, LLMs & Reasoning

Input: Loss of BRCA2 may cause increased genomic ...

and circuits



The spectrum of reasoning

Reasoning

Explanatory/Abductive

Definitional

Argumentative

Evidence-based

Case-based

Counterfactual

Deductive

Inductive

Mechanistic

Frequentist

Bayesian

Causal

Arithmetic

…

Type



Inference 
Scale,
Complexity

Data scale

NL2SQL
NL2SPARQL

RAG

+QA
+entailment
+classification
+association
…

+factuality
+evidence-based
+structure
+scale

+deductive
+inductive
+mechanistic
+frequentist
+Bayesian
+causal
+arithmetic
+equational
…

Agentic

LLM

Code generation
Auto-formalization

+inductive (local, simple)
+deductive (local, simple)
+counterfactual
+case-based
+evidence-based
+argumentative
+definitional
+explanatory/abductive
…

Long-term 
memory

‘Pen and paper’
Controlled

Formal
Computational



NL2SQL
NL2SPARQL

RAG

Code generation
Auto-formalization

+QA
+entailment
+classification
+association
…

+inductive (local, simple)
+deductive (local, simple)
+counterfactual
+case-based
+evidence-based
+argumentative
+definitional
+explanatory/abductive
…

Agentic

LLM

Neuro-symbolic feedback
(At inference time)

Long-term
memory

'Pen and paper'
Controlled

Formal
Computational

+factuality
+evidence-based
+structure
+scale

+deductive
+inductive
+mechanistic
+frequentist
+Bayesian
+causal
+arithmetic
+equational
…

Inference 
Scale,
Complexity

Data scale



(The unreasonable effectiveness of) 
Reflective Loops



LLMs and symbolic solvers

LLMs translate natural language into a formal language.
External symbolic solvers are responsible for deriving a logically valid solution.

Solver

Symbolic solver

 Isabelle | Lean | Prolog | SymPy

LLM Formal derivation

Generative Symbolic

auto-formalization

implicit explicit

Transitions from material to formal inference

NL



Theorem 
Prover

auto-formalisation
TP

Formal derivation
proof refinement Output, Error Log

Claim. Azathioprine interferes with the assembly of proteins.
Explanation. DNA contains genetic instructions for proteins, and RNA 
helps assemble the proteins. Azathioprine interferes with DNA and RNA 
synthesis.

…

auto-formalisation
Neo-Davidsonian semantics

Failed at …

1

2

3

LLM

Reflective refinement

Quan et al, EMNLP (2024) – outstanding paper award
Quan et al, ACL (2025)



Theorem 
Prover

auto-formalization
TP

Formal derivation
proof refinement Output, Error Log

Claim. Azathioprine interferes with the assembly of proteins.
Explanation. DNA contains genetic instructions for proteins, and RNA 
helps assemble the proteins. Azathioprine interferes with DNA and RNA 
synthesis.

Refined Explanation. DNA contains genetic instructions for proteins, and RNA, 
synthesized from DNA, helps assemble the proteins. The assembly of proteins depends on 
DNA and RNA synthesis. Azathioprine interferes with DNA and RNA synthesis.

…

auto-formalization
Neo-Davidsonian semantics

OK

1

2

3

LLM

Reflective refinement





NL Autoformalization

Quan et al, EMNLP (2024)
Quan et al, ACL (2025)



Number of logically valid explanations in each refinement iteration

Number of theories that contain internal syntactic errors at each syntactic-error refinement step



Theorem 
Prover

LLM

Output, error log

Evaluating & refining reasoning 

+ Syntactically correct

+ Preserves semantics

+ Logically valid 

…

refinement

abduction
proof sketch 

autoformalization

Gold standards: become infeasible very quickly for complex, specialized reasoning.

Solution: Evaluate via proxies that can be computed in an unsupervised way.

Critics

Proxies for inference quality

Evaluate different dimensions

Rigid, formal critique
(e.g., consistency, logical validity)

Flexible, material critique
(e.g., plausibility, epistemic/linguistic)

Zhang et al, EMNLP (2025) – best resource paper award
Zhang et al, ArXiv: 2506.10903 (2026)
Xu et al, ArXiv: 2606.09449 (2026)



Reference free: Localized critics as quality proxies

compositionality



Linguistic properties/relations can be localized



Proxies for correctness



Interactive theorem provers



Truth in Logic vs Constructive Type Theory



Set Theory vs Constructive Type Theory



Curry-Howard correspondence



Proof-style programming syntax Logical correctness



Logic programming vs proof construction



Lean vs Prolog



Goal-oriented workflow of proof assistants

Define a state that must be satisfied by decomposing it into subgoals.
Assumes a human in the loop to plan and decompose.
Some operations can fill the gaps.



Let’s make it concrete: informal proof 



Breaking down language/inferential functions



Lean language constructs



Tactics



Available tactics



Proof elements



Imported lemmas from Mathlib



Mathlib bindings



Mathlib domains



Types and proofs



In practice



In practice



In practice



In practice



Contrasting to an algebraic solver (Sympy)



Lean architecture



An example from Physics



Breaking down language/inferential functions



An example from Physics



Value of a Physics derivation



Breaking down language/inferential functions

Formalizing the algebraic cancellation in the physics proof.





Sympy version



Relation to the predictive dimension



Relation to the predictive dimension



Mathematical reasoning:
Architectural patterns



Two major entangled reasoning regimes

> Verification
> Discovery



Two major reasoning regimes

> Verification
- Emphasis is on correctness, elicitation
- Logical validity (via formalization)

formal-based
(auto-) formalization,
retrieval of formal statements,
library binding
semantic preservation,
syntactic correctness,
formal validity,
deductive

Reasoning signature
(Generative & symbolic)



Very complex!

Highly specialized

x100

Did I do everything right?

Real-world mathematical verification



Formalization

Solver
The Liquid Tensor Experiment

- material inferences
- incomplete
- potentially incorrect

> 12 specialists
~ 18 months

x100

https://github.com/leanprover-community/lean-liquid

mathlib

Real-world mathematical verification



Two major reasoning regimes

> Discovery
- Identifying conceptual tensions
- Producing new hypotheses and abstractions
- Emphasis is on cohered mathematical arguments
- Bridging existing concepts, theorems, axioms, etc.

Content-based, 
conceptual interpretation, 
broader retrieval, 
explanatory/abductive

Reasoning signature
(Generative dominated)



Architectural paradigms

• Multi-agent inference-time

• Model training/steering
• Pre-training/SFT/RL
• Steering methods



FormalCriticsAF 
Agents

NS Loops

Mathlib

Formal
RAG

Grounding 
Agents

NS Loops

Solver

NS Loops

+ Syntactically correct

+ Preserves NL-LF semantics

+ Logically valid 

+ Conceptually grounded

Verification & mathematical autoformalization
(broad strokes)

NL
Elicitation 

Agents



Verification & mathematical autoformalization
(broad strokes)

FormalNL CriticsAF 
Agents

NS Loops

Mathlib

Formal
RAG

Grounding 
Agents

NS Loops

Solver

NS Loops

+ Syntactically correct

+ Preserves NL-LF semantics

+ Logically valid 

+ Conceptually grounded
Major bottlenecks:

> Mathlib grounding

> Filling the formal gap

> Semantic preservation

> Completeness

Elicitation 
Agents





https://github.com/idiap/lunar

https://github.com/idiap/lunar


Discovery
(broad strokes)

NL conjecture

Reframing

Informal proofs

RAG + 
Graph RAG

Premise 
selection

Existing proof 
dependencies

Conceptual tensions

Assumptions 
decomp.

…

Informal
proofs Critics

Informal proof

~

informal  tactics

hi

+ Cohered

+ Hypotheses

Memory



Discovery
(broad strokes)

NL conjecture

Reframing

Informal proofs

RAG + 
Graph RAG

Premise 
selection

Existing proof 
dependencies

Conceptual tensions

Assumptions 
decomp.

…

Informal
proofs Critics

Informal proof

~

informal  tactics

hi

Memory

Major bottlenecks:

> Epistemology of discovery

> Understanding agentic dynamics

> Goal drifting

> When to stop a hypothesis

…

+ Cohered

+ Hypotheses





Most agentic workload is on verification



Critic

Authoritative 
references

Elicit

Context (working memory)

Reason

CQs: 
- Are all sources for facts and definitions available?
- Are the sources authoritative and up to date?

CQs: 
- Have we decomposed all specialized inferences?
- Have we specified and integrated all external tools?
- Are they described systematically and completely?
- Have we critically defined the validity conditions?

CQs: 
- Is all background knowledge present?
- Is it necessary and sufficient?

Agentic systems are self-critical

Self-reflective loops

Logical Representation





Conceptualizing & managing complex inferences

PRISM

https://github.com/idiap/prism 

https://github.com/idiap/prism






Demonstration



Methods



The Interplay Between Informal and Formal Reasoning

Natural Language

Informal Statement LLM Informal Reasoning

Autoformalization

Formal Language

Formal Statement LLM Formal Reasoning
Proof Assistant



The Interplay Between Informal and Formal Reasoning



The Interplay Between Informal and Formal Reasoning

(Lin et al., 2025)

https://proceedings.iclr.cc/paper_files/paper/2025/file/a5357781c204d4412e44ed9cbcdb08d5-Paper-Conference.pdf


The Interplay Between Informal and Formal Reasoning

(Jiang et al., 2023)

https://arxiv.org/pdf/2210.12283


Autoformalization



Autoformalization with LLMs

Natural Language

Informal Statement LLM Informal Reasoning

Autoformalization

Formal Language

Formal Statement LLM Formal Reasoning
Proof Assistant



Target Properties of Autoformalization

In general, methods tend to optimize for:

Syntactic Correctness
Ensure that generated formalizations are accepted by the target formal environment.

Semantic Preservation
Maintain the intended meaning despite implicit assumptions and non-standard notations.

Grounding Maximization
Whenever possible, link new statements to existing formalizations and mathematical libraries.



Semantic Preservation
An example of using GPT-4o in a zero-shot 
setting to formalize the definition of Bradley–
Terry model.

The term “probability” does not appear in the 
formal code.

1. The phrase “p_i” is a positive real number” 
is omitted.

2. The formalization should represent “i>j”.

These mismatches highlight the importance of 
maintaining semantics in the informal 
mathematics during autoformalization.

(Zhang et al., 2025)

https://aclanthology.org/2025.emnlp-main.90/


Grounding Maximization

“import Main” does not contain the
formalization of “real”, making the formal code 
invalid. 

Change the imports to “HOL.Real” solves the 
problem.

This failure to identify the correct
preambles exposes limitations in the 
autoformalization capabilities of LLMs.

(Zhang et al., 2025)

https://aclanthology.org/2025.emnlp-main.90/


Grounding Maximization



Iterative Refinement
Leverage expert feedback to iteratively improve formalizations.

Retrieval-Augmented Approaches
Retrieve relevant definitions, theorems, and dependencies from formal libraries.

Search & Ranking
Generate multiple candidate formalizations and select the best candidate.

Recurring Methodological Paradigms



Iterative Refinement



Iterative Refinement
Decomposes statements into components and uses symbolic validation feedback to 
improve formalization.

(Min et al., 2026)

https://proceedings.iclr.cc/paper_files/paper/2026/file/9f94298bac4668db4dc77ddb0a244301-Paper-Conference.pdf


Iterative Refinement
(Min et al., 2026)

https://proceedings.iclr.cc/paper_files/paper/2026/file/9f94298bac4668db4dc77ddb0a244301-Paper-Conference.pdf


Iterative Refinement



Iterative Refinement

(Zhang et al., 2025)

https://aclanthology.org/2025.emnlp-demos.44/


Retrieval-Augmented Approaches



Retrieval-Augmented Approaches

(Zhang et al., 2024)

https://aclanthology.org/2024.emnlp-main.233/


Retrieval-Augmented Approaches

(Zhang et al., 2024)

https://aclanthology.org/2024.emnlp-main.233/


Retrieval-Augmented Approaches

(Liu et al, 2025)

https://openreview.net/pdf?id=hUb2At2DsQ


Search & Ranking



Search & Ranking

Ranks candidate formal statements using symbolic equivalence (via equivalence class 
determined by ATP) and semantic consistency (via backtranslation and similarity).

(Li et al., 2024)

https://www.proceedings.com/079017-1697.html


Search & Ranking

Ranks candidate formal statements using symbolic equivalence (via equivalence class 
determined by ATP) and semantic consistency (via backtranslation and similarity).

(Li et al., 2024)

https://www.proceedings.com/079017-1697.html


Proof 

Assistant

Critique, FeedbackFormal Grounding

Autoformalization Refinement
LLM

Formal Libraries

Informal
Statement

+Ref
+ZS

LLM

Combining Multiple Paradigms

(Zhang et al., 2025)

https://aclanthology.org/2025.emnlp-main.90/


Combining Multiple Paradigms

(Zhang et al., 2025)

https://aclanthology.org/2025.emnlp-main.90/


Real-world definitions define a challenging frontier. However, existing 
strategies yeld notable improvements.

Combining Multiple Paradigms

(Zhang et al., 2025)

https://aclanthology.org/2025.emnlp-main.90/


Method Trade-offs: No Universal Winner

Method Advantages Limitations

Retrieval-Augmented 
Approaches

Grounds outputs in formal libraries; reduces 
missing or invented dependencies; requires 
no retraining.

Depends on retrieval quality and library 
coverage; irrelevant context may mislead 
generation.

Iterative Refinement Uses verifier or semantic feedback to repair 
errors; improves syntactic validity through 
repeated attempts.

Repeated calls raise computational cost; 
syntactic fixes may introduce semantic 
drift.

Search & Ranking Explores alternative formalizations; 
selection can consider both correctness 
and semantic fidelity.

Candidate generation and scoring are 
costly; unreliable ranking may select wrong 
statements.



● Complementary methods: Different approaches address distinct challenges and 
can be combined rather than treated as competing alternatives.

● Hybrid systems: Modern autoformalization systems often integrate multiple 
techniques (e.g., RAG + iterative refinement).

● Multi-dimensional improvements: Combining methods can improve grounding, 
syntactic correctness, and semantic preservation, but gains in one dimension do 
not guarantee gains in others.

● Remaining challenges: Hybrid systems introduce additional computational costs 
and complexity. Formalising real-world mathematical statements is very hard. 
Obtaining high-quality data is a major challenge (mostly rely on synthetic data).

Key Takeaways



From Auformalization to Formal Mathematical Reasoning

Natural Language

Informal Statement LLM Informal Reasoning

Autoformalization

Formal Language

Formal Statement LLM Formal Reasoning
Proof Assistant



(Lin et al., 2025)
Autoformalization and Expert Iteration

1.64 million 
formal 
statements 

https://arxiv.org/pdf/2502.07640


Combining Informal and Formal Reasoning for Large-Scale 
RL

DeepSeek-Prover-V2:

Stage 1:

● DeepSeek-V3 drafts informal 
natural-language sketches and 
autoformalizes them into Lean 
subgoals.

● A small  fine-tuned 7B  model
proves each individual subgoal.

● Stitches the informal thoughts 
and verified formal steps into 
unified end-to-end proofs.

Stage 2:

● Fine-tunes the a 671B MoE on 
these trajectories and then use 
RL with Lean kernel feedback.

(Ren et al., 2025)

https://arxiv.org/abs/2504.21801


(Dong et al, 2025)

Toward Self-Play LLM Theorem Provers

https://arxiv.org/pdf/2502.00212


Toward Self-Play LLM Theorem Provers

(Dong et al, 2025)

https://arxiv.org/pdf/2502.00212


Takeaways

● Informal-formal synergy: SOTA models succeed by drafting informal proof sketches 
and autoformalizing them into verifiable subgoals. 

● Scalable Environment: feeback from proof assistants and theorem provers provide 
verifiable rewards that unlock scalable RL and Expert Iteration. 

Persisting challenges:

● Compute, data & search bottlenecks: Proving deep theorems suffers from massive 
sample rejection rates and exponential search spaces.

● Prover overspecialisation: Heavy community focus on Lean 4 limits generalization 
and cross-system transfer (Isabelle, Coq).

● Adaptability & abstraction: Models struggle to efficiently adapt to new formal 
languages and generalise effectively across domains.



Evaluation



Two Axes: Syntactic Validity ≠ Semantic Alignment

SYNTACTIC VALIDITY

Is the formalization well-formed 
and accepted by the target 
theorem prover?

Parsing · Elaboration · Type Checking

Verified Proof (when required)

SEMANTIC ALIGNMENT

Does the generated formalization 
preserve the intended 
mathematical meaning of the 
informal source?

Quantifiers · Hypotheses · Objects

Implicit Assumptions · Library Grounding

A theorem prover verifies syntactic validity, not semantic alignment. Even a 
fully verified theorem may formalize the wrong mathematical claim.



Why Syntactic Validity Is Not Enough

Informal source
For every real x, x² is nonnegative.

Correct statement (Lean-style)
theorem sq_nonneg (x : ℝ) : 0 ≤ x ^ 2 := by
sorry

Correctly compiled statement
theorem wrong (x : ℝ) : 0 < x ^ 2 := by

sorry

Teaching point
The formalization can parse and elaborate, 
however, at x = 0 it is false. Compilation of 
a statement alone does not establish 
semantic alignment.



Why Syntactic Validity Is Not Enough

Informal source
Every natural number has a greater 
natural number.

Correct formalization (Lean-style)
theorem example : ∀ n : ℕ, ∃ m : ℕ, m > n := 
by 
intro n 
exact ⟨n + 1, by omega⟩

Correctly compiled formalization
theorem example : ∀ n : ℕ, ∃ m : ℕ, m ≥ 
n := by
intro n
exact ⟨n, le_refl n⟩

Teaching point
The formalization replaces strict inequality 
(>) with non-strict inequality (≥), thereby 
weakening the original mathematical claim. 
It becomes trivial.



Can We Fool Lean into Accepting an Unverified Proof?

● Proof Placeholders: Use “sorry” or “admit” to bypass unfinished proof obligations.

● Unproven Axioms: Introduce assumptions without proving them.

● Hidden Dependencies: Rely on previously established theorems containing unverified 
assumptions.

● Inconsistent Axioms: Introduce contradictory assumptions, making arbitrary 
conclusions derivable.

● Trusted Computation: Rely on external or native computation, extending the trusted 
computing base.

● Verification Infrastructure: Exploit bugs or weaknesses in trusted components, such 
as the kernel or checker.



Evaluation Taxonomy for Mathematical Autoformalization



Compilation / Pass Rate
Measures the proportion of generated formalizations accepted by the theorem prover. For 
statement autoformalization, this usually means successful elaboration and type checking; 
for proof autoformalization, it additionally requires formal proof verification.

Representative studies:
Ying et al. (2024) — Lean Workbook: Introduces Compile Pass Number (CPN) for evaluating 
Lean 4 statement formalizations.

Zhang et al. (2024) — Consistent Autoformalization: Evaluates syntactic correctness in 
Isabelle/ZF and investigates compiler-feedback correction.

Lu et al. (2024) — Process-Driven Autoformalization: Uses Lean 4 compiler feedback in 
evaluating and improving statement and proof formalization.

Coarse-grained: it distinguishes accepted from rejected outputs but provides limited 
information about the nature or severity of failures.



Error Analysis / Diagnosis

Uses Isabelle diagnostic feedback to categorize errors in automatically generated formal 
mathematical definitions, revealing different classes of syntactic failures that can be used 
to guide refinement.

Autoformalization in the Wild: Assessing LLMs on Real-World Mathematical Definitions, Zhang et al., 2025

https://aclanthology.org/2025.emnlp-main.90/
https://aclanthology.org/2025.emnlp-main.90/
https://aclanthology.org/2025.emnlp-main.90/


Human Evaluation
Human experts assess whether generated formalizations faithfully preserve the intended 
mathematical meaning of the informal source.

Representative studies:
Wu et al. (2022) — Autoformalization with Large Language Models: Manually evaluates 150 
generated formalizations, identifying correct translations and categorizing errors.

Gao et al. (2025) — Herald: Human experts classify generated formalizations as correct, 
containing minor errors, or containing major errors.

Ying et al. (2024) — Lean Workbook: Uses human inspection to assess the quality of 
generated formalizations and identify translation errors.

Limitation: Human evaluation is expensive, difficult to scale, and potentially subjective.



n-gram / Code Similarity Metrics
Evaluate generated formalizations by measuring textual or structural similarity to reference 
formalizations, using existing n-gram and code metrics.

Representative studies:
Wu et al. (2022) — Autoformalization with Large Language Models: Uses BLEU to compare 
generated formalizations with reference statements.

Zhang et al. (2024) — Consistent Autoformalization for Constructing Mathematical 
Libraries: Applies BLEU, ChrF, RUBY, CodeBERTScore to evaluate generated Isabelle/ZF 
formalizations against references.

Limitation: Syntactically different formalizations may express the same mathematical 
meaning, while superficially similar formalizations may differ in important details.



ATP-Based Equivalence Checking

Uses symbolic equivalence checking to evaluate whether generated formalizations are 
equivalent to each other.

Autoformalizing Mathematical Statements by Symbolic Equivalence and Semantic Consistency, Li et al., 2024

https://www.proceedings.com/079017-1697.html


ATP-Based Equivalence Checking

Introduces BEq, an automated equivalence-based metric for evaluating formal statements 
against references.

Rethinking and Improving Autoformalization, Liu et al., 2025

https://openreview.net/forum?id=hUb2At2DsQ


Theorem Prover Tactics

Introduces BEq+, using theorem-prover tactics to improve equivalence evaluation and 
investigate reference reliability.

Reliable Evaluation and Benchmarks for Statement Autoformalization, Poiroux et al., 2025

https://aclanthology.org/2025.emnlp-main.907/


Syntax Tree Comparison

Introduces a framework for evaluating statement similarity using semantic and structural 
information, including syntax-tree comparisons.

ASSESS: A Semantic and Structural Evaluation Framework for Statement Similarity, Liu et al., 2026

https://proceedings.iclr.cc/paper_files/paper/2026/file/e85ab050f8b6eb1d6095fba8731842a9-Paper-Conference.pdf


● Reference Correctness: Ground-truth formalizations may contain errors, even in 
established benchmarks (Faults in Our Formal Benchmarking, Ammanamanchi et 
al., ICML 2026).

● One-to-Many Nature: Multiple syntactically different formalizations may express 
the same mathematical meaning. A single reference may therefore underestimate 
correctness.

● Imperfect Equivalence Estimation: Automatic equivalence checkers may produce 
incorrect or inconclusive judgments.

● Limited Applicability: Formal equivalence checking generally cannot evaluate 
syntactically invalid outputs, even when they preserve much of the intended 
meaning.

Limitations of Reference-Based Evaluation Methods



Back-Translation+Embedding Similarity

Evaluates informal–formal consistency by back-translating generated statements and 
measuring embedding similarity.

Autoformalizing Mathematical Statements by Symbolic Equivalence and Semantic 
Consistency, Li et al., 2024

https://www.proceedings.com/079017-1697.html
https://www.proceedings.com/079017-1697.html


Back-Translation+NLI

Uses back-translation and natural-language inference (NLI) to assess the correspondence 
between original statements and generated formalizations. Different studies employ 
different NLI models.

Ying et al. (2024), Gao et al. (2025), Liu et al. (2025d), Lu et al. (2026)

https://www.proceedings.com/079017-3357.html
https://openreview.net/forum?id=Se6MgCtRhz
https://proceedings.neurips.cc/paper_files/paper/2025/file/5159aaee380391c366b27994ed225e4f-Paper-Conference.pdf
https://openreview.net/forum?id=09lmwhDqZ3


Learned Alignment Models

Introduces an automatic alignment evaluator that estimates correspondence between 
informal mathematics and generated formalizations.

FormalAlign: Automated Alignment Evaluation for Autoformalization, Lu et al., 2025

https://openreview.net/forum?id=B5RrIFMqbe


Learned Alignment Models

Uses a learned critic to assess formalization quality and provide an evaluation signal for 
improving mathematical formalization.

CriticLean: Critic-Guided Reinforcement Learning for Mathematical Formalization, Peng et al., 2025

https://arxiv.org/abs/2507.06181
https://arxiv.org/abs/2507.06181
https://arxiv.org/abs/2507.06181


LLM-as-a-Judge
Introduces LeanScorer, which combines multiple assessment signals, including LLM-
based evaluation, to judge generated formalizations.

Mathesis: Towards Formal Theorem Proving from Natural Languages, Xuejun et al., 2026

https://openreview.net/forum?id=CJdX82odge


LLM-as-a-Judge

Introduces AriaScorer, an LLM-based evaluator that assesses mathematical concept 
grounding and formalization correctness.

Aria: an Agent for Retrieval and Iterative Auto-Formalization via Dependency Graph, Wang et al., 2026

https://openreview.net/forum?id=CPxZClPMiy
https://openreview.net/forum?id=CPxZClPMiy
https://openreview.net/forum?id=CPxZClPMiy


LLM-as-a-Judge: Is Judging Alignment Alone Enough?
Simply asking an LLM to judge semantic alignment may produce overly coarse-grained 
evaluations, even with subtask decomposition. Autoformalization quality is inherently 
multidimensional and cannot be reduced to whether a formalization faithfully captures its 
informal counterpart.

Beyond Gold Standards, Zhang et al., 2026

https://arxiv.org/abs/2506.10903


LLM-as-a-Judge: An Evaluation Taxonomy

Decompose autoformalization 
quality into four dimensions of 
autoformalization quality, and 
operationalize 9 interpretable 
atomic properties for aspects 
beyond theorem-prover 
checking.

Beyond Gold Standards, Zhang et al., 2026

https://arxiv.org/abs/2506.10903


● Back-Translation: May introduce information loss or linguistic variation, making it 
difficult to distinguish translation errors from formalization errors.

● Learned Alignment Models: Require supervised training data and may generalize 
poorly across mathematical domains, formal languages, and formalization styles.

● LLM-as-a-Judge: Reliability, calibration, and robustness remain insufficiently 
understood, particularly for complex or out-of-distribution mathematics.

● Reference-free evaluation reduces dependence on ground-truth formalizations, 
but introduces uncertainty about the reliability of the evaluator itself.

Limitations of Reference-Free Evaluation Methods



● Syntactic validity is necessary but insufficient. Theorem-prover acceptance 
verifies formal well-formedness or proof correctness, but cannot by itself establish 
semantic alignment.

● Semantic evaluation involves different trade-offs. Human evaluation is costly; 
similarity metrics can miss mathematical equivalence; formal equivalence 
depends on executable candidates; learned evaluators can be unreliable.

● Evaluation methods are complementary, not mutually exclusive. A single paper 
may combine compilation checks, human judgments, formal equivalence, back-
translation, and LLM evaluation.

● No universally reliable semantic evaluation metric exists. We therefore 
recommends reporting syntactic validity and semantic alignment separately, with 
explicit benchmark and theorem-prover settings.

Key Takeaways



Are Reported Performance Across Studies Really Comparable?

Task differences: S: Statement Only; P: Proof Only; F: Statement+Proof



Are Reported Performance Across Studies Really Comparable?

Formal-environment differences:  Isabelle/HOL, Isabelle/ZF, and Lean4 with various versions.



Are Reported Performance Across Studies Really Comparable?

Benchmark differences: studies evaluate different subsets or additional datasets.



Are Reported Performance Across Studies Really Comparable?

Evaluation differences: semantic alignment is assessed using heterogeneous methods 
measuring different aspects of semantic quality and rely on different assumptions.



To improve reproducibility and comparability, studies should at minimum explicitly:
1. Specify task, dataset, exact split and exclusions.
2. Pin prover, math library, dependencies and version.
3. Disclose prompts, decoding configuration, search and compute budget.
4. Report syntax and semantic metrics separately with uncertainty.
5. Release traces, failed examples and evaluation scripts when feasible.

However, reporting these remains insufficient to ensure fair comparisons.

What We Urgently Need: A Standardized Evaluation Testbed
A unified testbed with consistent benchmarks, controlled formal environments, and 
standardized evaluation protocols is essential for reliably comparing autoformalization 
methods and identifying genuine methodological improvements.

What Should Autoformalization Studies Report?



August 1, 2026: OpenAI announced “Ten advances in mathematics and theoretical 
computer science”, supported by publicly released formalizations.

On the same date: J. L. Nielsen (2026) challenged the claimed counterexample to 
Connes' rigidity conjecture and presented a competing mathematical argument.

September 8, 2026: OpenAI announced “On the Navier–Stokes Millennium Prize 
Problem”, claiming a solution to the Navier–Stokes Millennium Prize Problem, supported 
by a Lean formalization.

October 6, 2026: Bastounis et al. (2026) identified alleged discrepancies between 
OpenAI's Navier–Stokes manuscript and its Lean formalization.

Even Frontier Models Face Evaluation Challenges

https://openai.com/index/ten-advances-in-mathematics/
https://openai.com/index/ten-advances-in-mathematics/
https://philarchive.org/archive/NIEWTC
https://openai.com/index/navier-stokes-solution/
https://openai.com/index/navier-stokes-solution/
https://openai.com/index/navier-stokes-solution/
https://openai.com/index/navier-stokes-solution/
https://arxiv.org/abs/2610.08144v1


October 6, 2026: OpenAI announced “Sharing AI progress in mathematics”:
● Originally 722 mathematical manuscripts, organized into 372 result families.
● Approximately 42% of top-line results have Lean formalizations.

October 7, 2026: Within 24 hours, OpenAI withdrew three manuscripts due to a 
mathematical error and revised 14 others. The withdrawn results did not have Lean-
formalized main theorems.

Autoformalization offers a promising way to verify AI-generated mathematical 
advances. However, manually assessing formalizations at scale is impractical and 
prohibitively time-consuming. 

As AI accelerates mathematical discovery, automated, rigorous, and standardized 
evaluation of autoformalization must keep pace. Otherwise, we risk mistaking reported 
progress for genuine mathematical advances.

https://openai.com/index/sharing-ai-progress-in-mathematics/


Concluding remarks
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